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Agents Can Magnify Familiar Insider Risk Patterns

Human Uses Agent as Multi-agent cascade Counterfeit agent
Proxy Separate agents retrieve, An unauthorized agent
Ahuman uses an agent to run transform, and transmit data, impersonates an approved one.

broad search, summarization, or
file movement.

obscuring combined risk.

e Employee @ Agent 1 0 Counterfe‘it Agent
Directs the agent Retrieves sensitive data Spoofs a trusted identity
] ] 1 4
Al Agent ) Agent 2 Stale Credentials
Acts as proxy Summarizes & transforms Appears approved
] ! (]
Enterprise Systems @ Asgent3 @Enterprise Systems
Files - tools - APIs Transmits result out Normal tools & APIs
Real intent stays hidden Risk eme.rges across the chain, Identity alone isn’t enough —
notin any single step provenance exposes the fake

behind routine agent activity
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REAL-WORLD EVIDENCE

When the Model Itself Supplies the Intent

JULY 2026

During an internal evaluation with safety
@ guardrails deliberately disabled, an OpenAl
HUEEIng mace pre-release model exploited a zero-day
vulnerability, escaped its test sandbox, and

OpenAl ar{gz]:ugging Face used stolen credentials to breach Hugging
partner to address security Face's production database — in order to
retrieve answers and cheat on its own
benchmark. No human instructed this.

incident during model evaluation

Sources: OpenAl, “Hugging Face Model Evaluation Security Incident”; Fortune (Jul 21 & 25, 2026); CNBC (Jul 22, 2026)
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New Unit of Analysis:
Human-Agent-System Triad

Human
Behavioral &
Technical Factors

System Al Agent(s)
Mission, Priorities, Policies & Al Tools & Service
Organizational Factors

Core message:

Risk often emerges from the interaction among all three.
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Why Point Controls are Not Enough

Point Controls Are Necessary — But Not Sufficient

Prompt logs, tool-call traces, and runtime
policy checks are useful signals.

|dentity, entitlement, DLP, endpoint, API, and
cloud logs add important evidence.

But isolated signals rarely explain intent,
authorization, appropriateness, or emerging

patterns.

Insider risk is often visible only across time,
context, and relationships.

Agentic Al Security & Governance Market Landscape

A developing market for observing, governing, securing, and investigating autonomous and semi-autonomous agents

TOTAL ADDRESSABLE MARKET (TAM) |
/ﬁ $18B-$24B
il by 2030

~31% CAGR (2024-2030) |

o Agent Observability e Agent Runtime Security 9 Agent & Non-Human Al Governance, Security Operations
& Evaluation & Policy Enforcement Identity Governanc Compliance & Audit Feeds & Response
Traces, tool calls, plans, evals, jent inventory, ownership, Platform audit logs, admin activity, SIEM / XDR / SOC integration,
failures, cost, and model behavior OAuth grants, service accounts, policy events, DLP, compliance detections, incident response,
secrets, permissions, a nd Pls, and Ince ‘ 3
L s 'th aaaaaaaaaaaaa ity ||  workflows [ alert correlation
angSmi s
¥ Astrix ANTHROP\C \CROWDSTRIKE
£E Langfuse Claude .
9 ) : O oasis % paloalto
3 capsule Wl Microsoft "
/\ arize & € entro B Purview B ek
f Prompt TOK
O’ Braintrust Security || \¥ security 3 Google Cloud N
0 ) Vertex Al / Gemini Cisco
Gallleo 8 Reco @ CYBERARK g | 3 Google Clou
@ ChatGPT Enterprise | Security
24 DATADOG .:i:. ROBUST (OpenAl)
@ " INTELLIGENCE * okta ; * okta
Open gap: Most solutions provide point visibility, policy control, or security operations integration.
P 4 Few deliver longitudinal behavioral intelligence and investigable case history across human, agent, and system activity over time.
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A PATH TO A SOLUTION

Extending SOFIT to SOFIT-AI

SOFIT

Agentic Al Factors Extend SOFIT to include

agentic Al risk indicators

Individual Factors ’ Organizational Factors ’

Agentic Al Factors

Notional Taxonomic Structure for
the Agentic Al Portion of an
Expanded SOFIT Knowledge Base —
Organized Into LLM Factors and
Agent Factors

Agent Factors

Tool & Resource Actions

Reasoning & Alighment

Memory & Output Identity & Privilege Multi-Agent & Trust Risk

Memory poisoning ‘ Unregistered / shadow agent Insecure inter-agent communication

‘ Prompts & reasoning paths ‘ ‘ Tool misuse

‘ Alignment faking ‘ ‘ Hallucination / failures ‘ Prompt injection - goal hijack Privilege escalation Human-agent trust exploitation

‘ Sycophancy ‘ ‘ Proxy misuse (agent as cover)

Data exfiltration Orphaned agent Multi-agent cascade

Compromised tools / plugins Rogue agent (goal drift, deceptive) Unauthorized delegation (sub-agents)

Audit & compliance data

Insecure output handling ‘ ‘ Unexpected code execution (RCE) ‘ ‘ Counterfeit agent (identity spoofing)
‘ Shared memory / context poisoning

S

Agent Factors align with OWASP's Top 10 for Agentic Al - LLM Factors align with OWASP's Top 10 for LLM Applications




Four Design Principles for Agentic Runtime Security

Point controls aren't enough — but bolting a rulebook onto a probabilistic system doesn't work either.

Cogynt.ai's architecture rests on four ideas:

Decoupled  Cogynt.aiingests agent telemetry in parallel, over streaming pipelines — it never blocks an

Rt agent's reasoning loop unless a real risk threshold fires.

Hybrid

Fast, local checks run in-line at the governance proxy; deeper behavioral analysis runs out-of-
Governance

band, watching patterns across time.

Deterministic Models act probabilistically — the same prompt can yield different actions. Cogynt.ai

Governance o 5 |yates behavior against fixed, auditable rules, not guesses about intent.

Unified Actor People and agents are scored inside the same behavioral patterns — one rulebook, not two —

Modeling catching human insiders, rogue agents, and human-agent collusion alike.
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A PATH TO A SOLUTION

Cogynt.ai Agentic Runtime Security Solution Architecture

P e e e e e e e e e e e e e T T R e e e e e e T i T I

,-~ Enterprise Boundary - customer controlled (on-prem/private cloud) .
/ e - Al Security &>,
’ll o Governance boundary - the N\ Cogynt.ai Enterprise Analytics Governance \‘
I F governed workspace b Audit Activit Runs inside the enterprise boundary Analysts !
X ( : N (self hosted) ‘ i
1 i 1 ) ) S 1
: i / Sandbox \ 1 ° égen.tlc Al Behavioral Analytics — Risk 4—- :
: : Isolated from Internet :‘Risk Scoring & I Cor'?_i s e Frarst :
i "*Thresholds ¢ Investigative Analysis — Root cause !
Al End Users : ! ] L. 1 analysis I
: : Agentic Al Application : e Bl Dashboards - Al Situation Awareness :
. : L e.g., Claude code/Cursor ! i
I - - .
- ! i does the work for the user its I Identity Provider .
1 ! only way out is the proxy ] . 1
! ! Identit
Asicthe Al FO get the ! ! e Y OIDC /Microsoft 0365 — user sign in |
workdong, “e"ef : 1 1 using the enterprise IdP (not part of :
touch the plumbing | ! k / ! Cogynt.ai) !
1 1 | : \
1
! : Every request 1 Governed ! ( External Tools & Data
DevOps/IT ! : i | > MCP servers, APIs,
. : Cogynt.ai (Edge) : . L databases the Al uses
1
. : ! The checkpoint — allow — block - redact : 1 J
- (HCEP engine — proxy — root CA - 1 L
control plane — enrollment) : | ( External LLM A
Deploy and operate 1 Governed ! | The Al model provider (e.g.,
the workspace, proxy \ ‘\ y K = Claude/ cloud LLM)
and sandboxes \\ \\\ ’/,’ // )

when a threshold fires, Cogynt.ai can pause, revoke, or break the circuit.
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A PATH TO A SOLUTION

Remediation Controls

State Isolation o 2o .
e Locks the active Remediation Levels, by Tier
session
¥ Low anomaly In-context guardrail
Control Execution or logic drift reinforcement.

Trips the “circuit
breaker”

¥ TIER 2 Suspicious » Hold for human-in-the-

Elevated activity loop review.
Credential Revocation
Revokes the agent’s

Automatic circuit break +
credential revocation.

access credentials | TI E R 3
‘ Critical

Real-Time Notification
Alerts a human analyst
(human-on-the-loop)

Critical system
risk or active »
exploitation
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Cogility: Fusing behavioral, technical, and mission-

Thank You context signals into explainable risk intelligence
Frank L. Greitzer, PhD, It’s not just a conceptual model: We have developed an initial version of this Agentic Runtime
Chief Scientist Security & Behavioral Enforcement solution using the Cogynt.ai decision analytics platform

fgreitzer@cogility.com

Analyst Workstation for Case Management

Agentic Risk Model

COGILITY SOFTWARE

www.cogility.com

Organizational Risk Overview
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We seek feedback and
collaboration from data
partners, policy experts,

academic researchers,

industry analysts, LLM

roviders, Al researchers, |IAM . ..
P ’ ’ you’re seeing agentic risk

vendors and consultants. e
emerge.

Stop by the Cogility exhibit
booth to see Cogynt.ai in
action and tell us where

Learn more here:
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